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Abstract

As large language models (LLMs) grow more capable and widely available, developers are
integrating them into applications to provide a wide range of functionalities such as customer
service, therapy, and more.

The diverse use cases of LLM chatbots differ in the kinds of sessions and conversations
they require. Some apps need ephemeral conversations, where no data is preserved beyond
an interaction, while other apps require persistent conversations. Some systems must support
authenticated or anonymous users, or allow group interactions with limited shared history.
Each case has different requirements for storing chat history and isolating users from one
another.

Further, upon deployment, developers must reason about and manage these LLM chatbots
and their resources, including session data, conversation history, and identity management,
at scale. Many developers turn to open-source LLM libraries to build this infrastructure,
but these libraries often prioritize flexibility and require significant configuration effort.
This results in developers writing fragile code with privacy and security vulnerabilities, like
conversation history leaks across users, storage of excessive data, or improper handling of
authentication. This also results in inefficient configurations of LLM chatbots, unnecessarily
increasing latency or resource footprint.

We present LLMMarshal, an out-of-the-box conversation management system for LLM
chatbots that prioritizes privacy, usability, and performance. LLMMarshal provides web mid-
dlewares and a standardized API for managing sessions, storing chat history, and enforcing
access control, unlike existing LLM-management libraries.

We evaluate LLMMarshal on an open source business management software framework,
BloomERP. Results indicate that LLMMarshal can help reduce the complexity of session
and conversation management, as well as ease the process of building chatbot systems that
preserve user privacy.

5



1 Introduction

Today, adding a chatbot to a web app is easy. But doing so while correctly isolating user data,
being sure that conversations are safe by construction, and handling real-world conversation
requirements is not.

Developers now have ready access to powerful LLM libraries like LangChain + Lang-
Graph [1], Kalosm [2], and Rasa [3] that abstract away the complexity of interfacing directly
with an LLM. But these libraries stop short of solving the full problem. They provide tools
for generating responses and managing conversation history, while leaving developers re-
sponsible for the harder questions: Who owns this conversation? How long should it persist?
What happens when two users share a conversation with an LLM? How do we make sure
one user never sees another’s private data?

These questions are easy to overlook and hard to get right. And when developers get
them wrong, the consequences are privacy bugs, like leakage of sensitive conversation history
and memories between users.

1.1 The Problem

Existing LLM-management libraries usually leave significant configuration and optimization
responsibilities to developers. On one hand, this configurability allows these libraries to flex
to fit diverse chatbot use cases. However, it also leaves developers vulnerable to privacy bugs,
like cross-user data leakage, and can lead to inefficiencies in resource management.

We will first examine the developer effort required to integrate a chatbot into a web
app using an LLM-management library. At a high level, these libraries mediate between
application code and the underlying LLM, exposing a set of abstractions for invoking models.
Figure 1 traces a request to a web app using such an LLM library.

Figure 1: Web app using LangChain, without LLMMarshal.

When the application receives a chat message from the client, it invokes a model exposed
by the LLM-management library to generate a response. This model can be instantiated
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once when the app is initialized, or recreated upon every chat request. Along with mediating
access to the model, some LLM libraries optionally help developers store the generated
conversation history. However, existing library support stops there. This has several con-
sequences. First, the application is ultimately responsible for associating this history to a
particular conversation and user. Further, the application must manually create and manage
these notions of users and their conversations. This leaves ample opportunity for developers
to accidentally leak conversation data across users or manage these resources inefficiently.

To see this up close, we examine the popular LangChain library, which is representative
of other LLM libraries. We discuss LangChain in more detail in Section 2.1, but we start
with a code example. In LangChain’s “Simple LLM App” tutorial [1], developers learn how
to invoke a simple model on a list representing a chat history. Let’s take a developer who
wants to make a financial advice chatbot. Following the tutorial verbatim, this developer
would write something like the code in Figure 2.

1 history = []

2
3 def chat(user_msg):

4 # Call model

5 history.append(user_msg)

6 llm_msg = model.invoke(history)

7
8 # Process results

9 history.append(llm_msg)

10 return llm_msg

Figure 2: Dangerous LangChain example code [1].

On the surface, this code is logical and matches the LangChain tutorial. The developer
deploys their code and encourages friends to visit their new webpage, whose frontend calls
this chat function. However, this setup enables the privacy-violating interaction shown in
Figure 3, where the single history list causes cross-user data leakage.

While this is a simple toy example, real developers similarly neglect to isolate user
history. For example, in the app DeepCORAG, the developer uses LangChain and creates
only one LLM object associated with only one list of message history [4]. This LLM object is
invoked in every chat, regardless of user, creating a system without isolation. DeepCORAG
is not currently deployed, otherwise users could encounter this exact privacy bug.

LangChain does support more sophisticated memory objects that go beyond lists. At
a high level, unlike raw history, these memory objects encode extra state and control how
history is stored, as will be discussed in Section 2.1. However, developers can still uninten-
tionally break user isolation in how these features are configured or used.
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Figure 3: Leakage of sensitive chat data across users in LangChain example code.

For one example, the app AgriBot [5] creates these memory objects, but misconfigures
them such that they are shared without isolation across all users. This would leak conversation
data between users, but the app never even uses these memory objects. So, AgriBot would
leak history across users if it did not entirely fail to persist memory.

Even beyond individual developers, experienced companies like OpenAI have created
similar privacy violations. In 2023, OpenAI found that some users were seeing the titles and
contents of a different user’s ChatGPT conversations, and about 1% of active premium users’
names and payment data were visible to other users [6]. This real-world example of cross-user
data leakage was caused by developers using Redis to manually cache data returned by the
LLM, including conversation titles. A concurrency bug in Redis’ asynchronous connection
pooling caused users’ cached data to be returned to a different user, violating their privacy
by cross-user data leakage [7].

These examples reflect how developers frequently fail to correctly isolate user history.
Even when frameworks like LangChain provide memory abstractions meant to simplify
this task, they are nontrivial and easy to accidentally misuse, since they leave significant
configuration up to developers. This tension shows the need for systems that enforce isolation
by construction rather than relying on developers to implement it correctly.

1.2 Challenges

In developing a system that addresses this problem, we faced the following challenges:

1. The system must support the diversity of chatbot requirements, including ephemeral,
persistent, authenticated, anonymous, and group conversations, under a unified design
without requiring developers to choose between different systems for different uses.

2. The system must verify that a given conversation configuration is safe and sensible,
which is nontrivial given the wide range of possible configurations and the subtle ways
in which they can interact to produce insecure behavior.
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3. The system must efficiently store and retrieve chat history at scale, without introducing
latency or excessive resource consumption.

4. The system must integrate cleanly with existing LLM libraries and frameworks, without
forcing developers to abandon their chosen tools or significantly restructure their
applications around LLMMarshal’s abstractions.

1.3 Proposed Solution

We have identified a gap in existing work for a tool that can flex to fit the diverse needs
of modern chatbot applications while also removing the developer burden of conversation
management and isolation.

We therefore introduce LLMMarshal, a ready-to-use conversation management frame-
work for LLM-powered chatbots designed with an emphasis on privacy, usability, and
performance. LLMMarshal offers a unified API for handling session lifecycles, managing
chat history, and enforcing access controls. For the purpose of this work, a session means
the span of a user’s interaction with an application, which ends when the user’s token or
cookies expire, or however the application closes sessions. Within a session, one or more
conversations may be created, each scoping its own history and access rules.

At a high level, LLMMarshal addresses challenge 1 by allowing developers to spec-
ify conversation dimensions upon creation, and offers an API for common configurations
(Appendix 8.4). Regarding challenge 2, LLMMarshal uses formal modeling to validate com-
binations of conversation dimensions, because such combinations can interact in non-obvious
ways that create data leaks. LLMMarshal addresses challenge 3 through the design of the
custom LLMMarshalSaver object, discussed at length in Section 3.6. Finally, LLMMar-
shal addresses challenge 4 with a compatible design where popular LLM libraries, such as
LangChain, can be plugged in by the application.

So, this thesis makes the following contributions:

1. A systematization of LLM conversation dimensions and formal constraints for verify-
ing that a particular configuration of these dimensions is safe and sensible. (Sections
3.1–3.2)

2. LLMMarshal, a system that manages conversation creation as well as history, memo-
ries, and other conversation resources. (Sections 3.3–3.6)

3. A set of web middlewares, currently built with Python’s Django web framework, that
integrate with the LLMMarshal system to manage session creation and restoration for
users. (Section 3.7)

4. A case study evaluating an LLMMarshal prototype across six distinct chatbot use
cases in an open-source Enterprise Resource Planning (ERP) system, BloomERP [8].
(Section 5)
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2 Background and Related Work

2.1 Existing Systems

Several existing frameworks aim to help developers integrate LLM chatbots into applications
by abstracting model interaction and related application logic.

LangChain has become one of the most widely adopted frameworks for developing
LLM-based features [9]. The companion library, LangGraph, extends this by modeling LLM
workflows as graphs with stateful nodes and transitions [10]. As mentioned in Section 1.1,
LangChain allows users to manage memory themselves or use sophisticated, native memory
objects and context-saving mechanisms, called MemorySaver and MemoryStore. These
objects still leave significant configuration choices to developers. For example, these memory
objects are partially keyed by a thread_id, which developers must assign and manage
themselves. If two conversations share the same thread_id, their histories will be merged,
silently exposing one conversation’s data to another. Developers often struggle to grasp this
definition of thread_id, let alone correctly use threads to isolate conversations and users.

Both the DIY memory approach and the complicated built-ins in LangChain require
developers to make nuanced decisions about data storage, history management, and access
control. Without strong defaults, it is easy for developers to leak data across users, store
excessive personal information, or otherwise violate privacy. As discussed in the motivating
example in Section 1.1, leaving the responsibility for isolating sessions and enforcing correct
boundaries to developers can result in cross-user data leakage.

These problems are not unique to LangChain: other LLM libraries face similar challenges.
For example, Kalosm is a Rust-based alternative. It was initially designed as a streaming API
with no explicit notion of sessions [2], but recent iterations have added support for session
management [11], reflecting a growing recognition that these problems matter. Despite the
new abstractions, Kalosm remains limited. Its design does not fully capture the diverse
requirements of LLM-based chat systems, like handling ephemeral versus persistent sessions,
individual versus group interactions, and authenticated versus anonymous access. Each of
these axes imposes different requirements and implementation choices, which developers
using Kalosm must reason about manually.

As another example, Rasa is an open-source conversational AI platform. Like LangChain,
Rasa is written in and primarily supports Python [3]. However, while LangChain is a general-
purpose framework, Rasa is a full-stack platform that allows developers to build structured,
task-oriented chatbots. While Rasa provides state tracking and session expiration, it puts
responsibility for user identity, session isolation, and data persistence on app developers.

Together, these systems illustrate the tension between flexibility and safety. LangChain’s
highly expressive API leaves privacy largely unenforced, Rasa provides primitives for session
and state management but delegates identity, access control, and data handling to developers,
and Kalosm’s more recent efforts show that session isolation is a problem developers care
about but is not yet fully solved.
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2.2 Systems Built on LangChain

To address limitations in LangChain and its memory abstractions, several systems build on
top of it to provide more structured approaches to memory management.

First, Zep is a memory tool that summarizes, embeds, and retrieves chat history for
apps built using a library like LangChain [12]. Zep moves conversation history into an
external store and exposes APIs for accessing and searching this history. This design reduces
developer burden for many memory tasks and enables interactions across a user’s sessions.
However, Zep does not strictly manage who history belongs to or how it should be isolated.
Instead, Zep assumes that developers correctly associate conversations with users and manage
permissions at the application layer.

Similarly, MemGPT provides a system-level abstraction for managing LLM memory
that distinguishes between short-term context and long-term storage [13]. MemGPT handles
summarization, compression, and retrieval to fit history into smaller context windows, and
approaches memory management as an optimization problem. So, MemGPT focuses on
improving agent performance in long interactions, instead of isolating memory across users.
Specifically, MemGPT does not track whether memory is per-user, per-session, or global.
This design gives developers configuration flexibility, but offers little protection against
misconfigurations that leak data across users.

Other LLM-focused memory systems follow similar patterns. Vector database memory
layers, like those from Pinecone or Chroma, provide advanced semantic recall, but have no
notion of user identity or session boundaries [14]. Tools like AutoGPT provide conversa-
tion summarization and other memory features, but often assume a single user or trusted
environment [15]. Each of these systems treats memory as a feature that improves what the
system can do, instead of a constraint on what the system should be allowed to do. Without
end-to-end guarantees, systems built on top of LangChain risk the same cross-user data
leakage as the lower-level abstractions.

2.3 Privacy and Security of Conversational Agents

Another area of related work approaches privacy risks in chatbots from the perspective of
user behavior and social norms.

First, existing work explores privacy expectations around LLM-powered chatbots based
on contextual integrity. Contextual integrity is a privacy framework introduced by Helen
Nissenbaum that does not define privacy as secrecy, but as the appropriate flow of information
in a specific context [16]. From this lens, Tran’s work highlights a mismatch between user
expectations and actual system behavior [17]. Users often assume that their conversations
are ephemeral, private, or scoped to a single interaction, but the real underlying systems
instead often persist, reuse, or aggregate conversational data. These findings show that privacy
violations can come not only from explicit misuse, but also from unclear or unenforced
boundaries around how conversational data is stored and reused.
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Other studies focus on concrete security and data leakage risks in deployed systems.
Burgess documents cases where OpenAI’s custom chatbots leaked system prompts and
private instructions through prompt injection attacks. This shows how chatbot apps can
expose sensitive internal state when resource security assumptions fail [18]. Complementing
this, Mireshghallah’s work analyzes a large volume of human-LLM conversations and
finds that users often tell chatbots about unsolicited personal information, even when it is
unnecessary for the LLM’s task [19]. Together, this work show that chatbots frequently
handle sensitive information under weak privacy guarantees. While prior research often treats
these risks as problems of user behavior, model alignment, or prompt-level security, they
point to a deeper systems issue. Specifically, conversational data is often collected, persisted,
and reused without strong, enforceable concepts of scope, isolation, or access control.

Taken together, existing systems address only parts of the system-level user isolation
problem, or address orthogonal problems, like prompt injection or user behavior (which
LLMMarshal does not target). There is a gap for a system that enforces isolation, access con-
trol, and history management by construction across a diverse range of chatbot deployment
scenarios. LLMMarshal is therefore designed to provide a unified conversation management
layer that enforces these guarantees, without requiring developers to design them correctly
themselves.
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3 Design

At a high level, LLMMarshal seeks to address the configuration challenges that develop-
ers face when building an LLM chatbot into an web application. These challenges include
preserving privacy and high performance, while also keeping their engineering effort manage-
able. To do so, LLMMarshal helps developers configure only safe and sensible conversations,
manages the histories and memories of these conversations, and orchestrates all interactions
between the app and the LLM.

To preserve flexibility for developers, LLMMarshal also aims to accommodate a variety
of chatbot use cases. This includes group conversations, incogito chats, and exploding
messages with a specified time to live. Developers using LLMMarshal must first understand
the needs and structure of the conversations that their app will support, and then communicate
these needs to LLMMarshal, which enforces isolation of user’s data under these constraints.
LLMMarshal also guides developers by blocking them from creating unsafe conversations.
Section 3.2 explores these developer decisions and protections further.

For now, consider again the example of a financial advice chatbot from Section 1.1.
As before, this chatbot is meant to serve individual conversations with authenticated users.
Figure 4 shows how the app now uses LLMMarshal to send a message to such a conversation.

1 def start_conversation(name):

2 # Create new conversation (simplified)

3 convo_id = LLMMarshal.create_convo(name=name, dimensions=...)

4 return convo_id

5
6 def chat(msg, convo_id):

7 # Call model (simplified)

8 llm_msg = LLMMarshal.send_chat(msg=msg, convo_id=convo_id)

9
10 # Process results

11 return llm_msg

Figure 4: LLMMarshal-enabled example code.

The developer no longer needs to track history themselves in their chat endpoint. They
just give LLMMarshal the user’s message and the conversation ID where that message will
be sent. So, the developer is now responsible for specifying the conversation ID, because
this ID often comes from the app’s frontend, depending on which conversation the user
selected in the UI if they have more than one conversation. So, LLMMarshal cannot supply
conversation ID itself. However, to minimize the burden on developers, LLMMarshal does
manage user ID. For example, LLMMarshal can extract this from the cookies, as discussed
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further in Section 3.7. By managing user ID, LLMMarshal can ensure that the specified
conversation ID belongs to the current user.

With conversation isolation now handled by LLMMarshal, the developer is implicitly
protected from the privacy bug in Section 1.1. History never bleeds between users or conver-
sations, as LLMMarshal assigns unique conversation IDs. And, even if developers mistakenly
pass the same conversation ID on every invocation, LLMMarshal ensures that users are part
of the specified conversation before calling the model. These protections come from the very
beginning, when LLMMarshal manages creating conversations and protects the developer
against unsafe or nonsense configurations, as Section 3.2 will explore.

Regarding conversation configuration, the example in Figure 4 demonstrates a common
setup with an authenticated user. But, this toy example didn’t show where the conversation
history is stored, if and where the LLM can store memories of the conversation, or if this
conversation should have a time to live or a message limit. To use LLMMarshal, developers
need to specify each of these dimensions and others. It is LLMMarshal’s responsibilty to
ensure that the combination chosen by the developer is safe and sensible.

3.1 Conversation Dimensions

When an LLMMarshal-enabled app creates a new conversation, LLMMarshal must verify
that the dimensions of this new conversation are safe and sensible. When first approaching
this verification, we began with only three dimensions, access control, temporality, and
contextuality. This original API provided functions for creating only specific combinations of
these dimensions. As we explored more LLM chatbot use cases, we found new dimensions
which ours did not cover. These new dimensions sometimes overlapped, but always interacted
with each other in interesting ways that could violate user privacy. We found that we needed
to systematize these dimensions in order for LLMMarshal to ensure that a new conversation
was safe and sensible.

LLMMarshal’s final dimensions are: authentication, history storage, access to memories,
group, user message limit, and time to live. These six dimensions are summarized below and
in the table in Appendix 8.1.

History is the message content of a specific conversation, whereas a memory is a particu-
lar fact that LLMMarshal knows about a user. The dimension history storage includes the
options PERSISTENT, SESSION, and ENDUSER. PERSISTENT means that LLMMarshal
internally and persistently stores the conversation history, as discussed in Section 3.6. SES-
SION means that LLMMarshal manages the history only in the user’s session object, not
persistently. A developer would choose SESSION history storage if they want all conversa-
tions to expire when the user’s session expires. For example, a trivia chatbot has no reason to
retain a user’s quiz answers after they finish playing. By storing history in the session object
rather than the central saver, LLMMarshal never writes these conversations to persistent
storage, so LLMMarshal-managed databases aren’t filled with data that the developer has
no need for (or should not persist for privacy reasons). Finally, ENDUSER means that the
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intention of the developer is to store the history inside the browser, or possibly not store it at
all. This supports conversations whose data should only live in the user’s browser, like for
a legal advice chatbot. As a result, the developer, not LLMMarshal, manages this history.
So, LLMMarshal enforces the dimension of history storage by either checkpointing history
internally (PERSISTENT), in the session object (SESSION), or not at all (ENDUSER).

The dimension access to memories includes the options FULL, SCOPED, LIMITED,
and NO. FULL means that memories from this conversation are shared across all of the
user’s FULL access conversations. SCOPED means that all conversations within a specified
scope can make and access shared memories. For example, for each product a user visits
on the platform, Amazon might offer them a new chatbot conversation about that product.
If all these conversations have the scope ‘product’, they can share memories, like the
user’s favorite color. But, conversations with Amazon’s customer service chatbot should
be under a different scope, not ‘product’, since this chatbot does not need to know a user’s
favorite color. Finally, LIMITED means that this conversation only stores and accesses
memories from this conversation. NO means that no memories are stored or accessed from
this conversation. LLMMarshal enforces this dimension by skipping memories entirely for
NO access conversations, and placing memories in a particular namespace depending on if
the conversaton is FULL, SCOPED, or LIMITED, as discussed in Section 4.2.

The dimension group is a boolean representing whether this conversation will include
multiple users. For example, a developer might need to support group chats with an LLM for
a collaborative platform like Figma. The app must specify all users in the chat on conversation
creation, and if the list of users must change, a fresh conversation must be created. Otherwise,
conversation history could be revealed to users who did not have access when the sender
considered their original audience.

Next, user message limit signals whether there is a limit of the number of messages the
user can send, and if there is, the caller must specify this number. For example, a chatbot
on a free learning platform might limit users to only one question per topic to prevent
excessive prompting of an expensive chatbot. LLMMarshal enforces this dimension by
blocking requests to a conversation with a chatbot that has reached its user message limit.
Similarly, time to live determines whether the conversation should expire at a time specified
by the caller, which LLMMarshal handles.

Finally, a conversation’s boolean authentication dimension is true if the owning user has
provided identifying information (username, email), and false if they are incognito. If a user
is incognito, they provided no identification to initiate a session with the app, so they cannot
resume their session once ended (the token or cookies expire, or however else the app ends
sessions). For example, even when users are not logged in, Amazon offers chatbot support
about its products. This chat is incognito, since the user has provided no identification.
Amazon provides a chatbot to authenticated users as well, so Amazon needs both incognito
and authenticated conversations. Unlike chats for incognito users, LLMMarshal supports
resuming chats for authenticated users who start a new session.
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3.2 Validating Conversation Creation

There are 192 combinations of the six conversation dimensions defined in Section 3.1.
LLMMarshal must determine whether the caller has supplied a safe and sensible combination.
One example of an unsafe combination is a group conversation with FULL access to
memories. This means that the potentially sensitive memories of all participants (from all of
their individual FULL access conversations) could be pulled into the group conversation. The
LLM could use this sensitive individual information to answer a group question, violating
an individual’s privacy. One example of a senseless combination is a conversation with a
specified time to live and ENDUSER history storage. If the application is managing history
itself, LLMMarshal cannot ensure that it expires correctly.

Manually enumerating and outlawing each unsafe or senseless combination is inefficient
and could overlook some combinations. Instead, LLMMarshal uses formal methods to create
decision logic to decide if a conversation is safe and sensible. Specifically, LLMMarshal
uses the Z3 constraint solver [20] to encode the mentioned six dimensions, as well as the
following rules about their interactions:

1. An incognito (unauthenticated) user cannot be in group conversations, as group mem-
bership requires a stable identity to determine who belongs to the group.

2. An incognito user cannot have access to memories outside of the current conversa-
tion, as cross-context memories imply a persistent identity that an incognito user by
definition does not have.

3. Group conversations must have PERSISTENT conversation history, as history stored
in a single user’s SESSION or ENDUSER browser cannot be synchronized or shared
across multiple users.

4. Group conversations cannot have FULL memory access, as pulling memories from
members’ FULL access conversations could expose information that was never in-
tended to be shared with the group.

5. Conversations with a time to live cannot have ENDUSER history storage, as history
stored solely in the user’s browser is outside the system’s control and cannot be expired
when the conversation’s lifetime ends.

6. Conversations with a time to live cannot have FULL or SCOPED memory access, as
memories derived from an expiring conversation should not outlive it and become
accessible to other conversations.

7. Conversations with SESSION history storage must specify a time to live, as such con-
versations are inherently tied to a session, which must expire by nature. LLMMarshal
enforces this expiration.
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8. Conversations with ENDUSER history must have NO memory access, as memories
may be derived from conversation history, and a developer who does not want history
persisted beyond their control should not allow derived memories to persist either.

The Python Z3 code underlying these eight constraints is included in Appendix 8.2.
These rules reduce the space of valid conversation creation combinations from 192 to 40.
To ensure that the rules are sound, we manually examined each of these 40 combinations to
ensure that each is safe and sensible. Appendix 8.3 provides an example application for each
of these 40 combinations.

Figure 5: Valid combinations of conversation creation dimensions (40 in total), depicted as a
lookup tree as implemented in LLMMarshal.

We then created a lookup tree of valid combinations of conversation creation dimensions
by enumerating all valid solutions in Z3. This tree is shown in Figure 5. When the app calls
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LLMMarshal to create a new conversation, LLMMarshal uses this lookup tree to determine
whether the given combination is valid, and thus, safe and sensible. Note that the user’s
authentication dimension is determined by LLMMarshal, while each of the other dimensions
are specified by the developer on a per conversation basis. The developer can specify each
of those dimensions manually or use LLMMarshal’s API of several common combinations
(Appendix 8.4).

When LLMMarshal has determined that a conversation combination is valid, it creates a
unique conversation ID and stores the conversation’s specification (including dimensions,
number of of messages sent so far, and more) in its database. However, if the conversation
has SESSION or ENDUSER history storage, LLMMarshal will never store message history
in its database. LLMMarshal also manages a database table that tracks which users have
access to which conversations.

LLMMarshal prohibits editing of any of these dimensions after a conversation has been
created, as changes to scope or access rules could expose conversation history to users who
did not initially, and were not intended to, have such access.

3.3 End-to-End Overview

With these dimensions of conversation creation defined, we step back to further understand
how an application interacts with LLMMarshal end-to-end. Figure 6 displays the flow of a
request to an LLMMarshal-enabled application, building on the pre-LLMMarshal flow in
Section 1.1. LLMMarshal mediates between the application code and the LLM library, such
as LangChain. As will be discussed in Section 3.4, the application code can optionally directly
invoke the LLM library, but only for setup purposes. After setup, the app only interacts with
LLMMarshal for all conversation and model interactions, like creating conversations and
sending chat messages.

Figure 6: Overview of how LLMMarshal fits into an application.
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3.4 Initialization

An LLMMarshal-enabled application must initialize LLMMarshal on startup, giving it the
model representation(s) that LLMMarshal will manage and use to respond to chat requests.
The developer can pass any number of such representations, and must specify which to
invoke for a given chat query.

This design reflects the variety of real-world chatbot applications. Some apps might only
need one general model, while others may need several specialized agents. For example,
an application might have one simple model and one complex model that needs access to
external tools, like database queries, invoked depending on the conversation type. The case
study in Section 5 includes such an example.

Developers today get this kind of flexibility from LangChain and LangGraph, which
allow developers to define custom graphs with multi-step flows and tools. To support this
flexibility and keep things familiar for developers who use these libraries, the LLMMarshal
prototype represents models with LangGraph objects. This design of accepting existing LLM
library types on setup and parsing them is not inherently LangChain-specific, and generalizes
to other LLM frameworks like Kalosm.

For simpler cases where a developer does not need a custom graph, LLMMarshal can
configure a default model. This prototype implements this as a wrapper around a default
LangChain agent, although the same approach could generalize to other LLM frameworks.
Regardless of how the model is configured, LLMMarshal enforces isolation and checkpoints
conversation history by backing every model with a custom LLMMarshalSaver, as discussed
in Section 3.6. Once initialized, LLMMarshal tracks sessions, users, conversations, and
conversation checkpoints, removing all burden of chat state management from the application.

3.5 Model Invocation

With the structure of valid conversations defined, we now turn to how LLMMarshal handles
chat queries. As mentioned in Section 3.4, LLMMarshal mediates the application’s calls to
send messages and receive generated responses. Since LLMMarshal can manage any number
of models, calls to LLMMarshal’s chat endpoints must specify which model to use.

The caller also must specify the conversation ID to send a particular message to. LLM-
Marshal itself tracks users IDs, which allows LLMMarshal to validate that the user has access
to the passed conversation ID, and that the conversation has not reached the user message
limit or the time to live, if specified upon conversation creation.

After these checks, LLMMarshal passes the chat query, the conversation history, and
any system prompts or other configurations to the indicated model. The model produces a
response, which LLMMarshal sends in full or streams back to the application.
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3.6 History and Memory Storage

When a chat message comes through an LLMMarshal-enabled application, LLMMarshal
appends both the user message and the model’s response to the conversation history. How
and where this history is stored depends on the history storage dimension specified when the
conversation was created. For PERSISTENT conversations, LLMMarshal stores history to
its database and loads it back for future chats, so that conversation history persists across
sessions. For SESSION conversations, history is stored only in the LLMMarshal session
and is never written to the central database, so it expires when the user’s session ends. For
ENDUSER conversations, history is managed entirely by the client and LLMMarshal does
not store it at all. For the PERSISTENT and SESSION history storage options, LLMMarshal
enforces any specified TTLs and user message limits.

LLMMarshal also manages memory storage, according to the access to memories dimen-
sion. For conversations with NO memory access, LLMMarshal does not store any memories.
For LIMITED access, memories are stored within a namespace scoped to just that conversa-
tion. For SCOPED access, memories are shared across conversations within a specified scope.
For FULL access, memories are shared across all of a user’s FULL access conversations. This
ensures that memories never flow between conversations in ways that violate the dimensions
specified at conversation creation.

As described in Section 3.5, the prototype supports LangGraph models for flexibility. But,
as discussed in Section 2.1, LangGraph’s built-in objects for storing conversation history and
memories are easy to misconfigure. Hence, LLMMarshal provides a custom bridge between
LangGraph and LLMMarshal’s history and memory storage. Specifically, LLMMarshal’s
custom MemorySaver, called LLMMarshalSaver, connects LangGraph’s checkpoint system
and LLMMarshal’s conversation history management. LLMMarshal similarly configures
LangGraph’s MemoryStore to connect LangGraph and LLMMarshal’s memory enforcement.
We discuss both LLMMarshalSaver and MemoryStore further in Section 4.2. Supporting
other LLM frameworks would require building similar bridges for those libraries’ specific
history and memory mechanisms.

3.7 Middlewares

Finally, we turn to user identity and session management. In the LLMMarshal-enabled code
example in Section 3, we ignored how the application knew which user was sending the
message, and how the application obtained the session object to invoke.

One approach would be allowing the application to handle authentication and explicitly
pass the user ID to LLMMarshal to obtain the appropriate session object. However, this
leaves the opportunity for developers to pass the wrong user ID to LLMMarshal, receive
some other user’s session object, and expose conversation histories between users.

To protect developers from this risk, LLMMarshal provides middlewares that mediate
between the client and the application, assisting authentication and session management. As
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visible in Figure 7, these middlewares interface directly with LLMMarshal to track users,
active sessions, and session resources.

Figure 7: Overview of the full LLMMarshal system deployment.

Now, when the end user makes a request to the application, the middlewares attach
user and session data to the request object. So, as shown in Figure 8, the end user is
already identified with the attached session object, llm_session, which the application’s
endpoint receives with the request object. This llm_session object allows the app to call
LLMMarshal’s conversation management endpoints, like send_chat.

1 def chat(request, user_msg, convo_id):

2 # Call model

3 llm_msg = request.llm_session.send_chat(msg=user_msg,

convo_id=convo_id)

4
5 # Process results

6 return llm_msg

Figure 8: LLMMarshal-enabled example code, with middlewares.

In this flow, there is no opportunity for the application to invoke the wrong session object
for the wrong user, which prevents privacy bugs like that in Section 1.1 by design. This also
comes with reduced developer burden, since developers are not responsible for managing
LLMMarshal sessions or explicitly informing LLMMarshal of a user’s identity. We further
explore each of the three LLMMarshal middlewares in Section 4.3.
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4 Implementation

We implemented LLMMarshal in 1.4k sLoC of Python. LLMMarshal provides both middle-
wares and a library which wraps around the LangChain + LangGraph framework, currently
built for Django and Python.

We release the implementation of LLMMarshal as an open-source Github repository
available at https://github.com/brownsys/llmmarshal.

4.1 Building with LLMMarshal

Integrating LLMMarshal in a Django application requires registering LLMMarshal’s mid-
dlewares and initializing the LLMMarshal object on startup. Developers register middle-
wares in Django’s settings.py, including SessionCookiesMiddleware, which handles
session cookie parsing and propagation, and LLMMarshalMiddleware, which attaches an
llm_session to incoming requests. If the app supports incognito users, the developer
can also configure MagicIDCookiesMiddleware. Each middleware is described further in
Section 4.3. These sit at the end of Django’s standard middleware stack (Figure 9).

1 MIDDLEWARE = [

2 ...

3 ‘...MagicIdCookiesMiddleware’,

4 ‘...SessionCookiesMiddleware’,

5 ‘...LLMMarshalMiddleware’,

6 ]

Figure 9: Configuring LLMMarshal middlewares for Django.

On application startup, developers call initialize_llmmarshal in their apps.py

ready() method, registering one or more named models that LLMMarshal will manage. An
application can define its own custom graph by interfacing with LangChain directly. Alter-
natively, LLMMarshal wraps LangChain agents via llmmarshal_create_agent, which
accepts a model and an optional list of tools, mirroring LangChain’s agent creation interface.
See Section 6.3 for a code example and Appendix 8.4 for the full LLMMarshal API.

Once initialized, LLMMarshal mediates sessions and conversations through the request
object. For example, developers can retrieve conversations for the current session, filtered
and sorted by any conversation attribute, using the get_convos API (Figure 10).

1 convos = request.llm_session.get_convos(

2 sort=<sort_lambda>, scope="<scope_name>")

Figure 10: Using LLMMarshal’s API to get a conversation’s information.
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This design means that developers interact with a single llm_session object attached
to each request, rather than manually constructing and tracking session state themselves.
So, the isolation and session management that developers must implement by hand in raw
LangChain is handled by LLMMarshal.

4.2 LLMMarshalSaver and MemoryStore

LangGraph provides the interfaces MemorySaver and MemoryStore [21] to associate with a
graph. A MemorySaver manages checkpoints of graph state, including conversation history,
within a conversation thread. In contrast, a MemoryStore persists user-specific or app-level
facts across a user’s conversations and sessions.

As described in Section 3.6, LLMMarshal manages how and where conversation his-
tory is checkpointed. LangGraph’s built-in savers, like SqliteSaver and InMemorySaver,
checkpoint every message unconditionally, regardless of whether a conversation’s history
storage dimension should allow central storage. The custom LLMMarshalSaver replaces
these with a new saver, that is aware of each conversation’s history storage dimension. This
LLMMarshalSaver only writes the history of PERSISTENT conversations, and skips writing
SESSION and ENDUSER conversations. All models managed by LLMMarshal are backed
by the LLMMarshalSaver, which ensures that conversation history is stored following its
configured dimensions.

Unlike MemorySaver, LLMMarshal does not have a custom MemoryStore, as Lang-
Graph’s built-in MemoryStore does not store memories automatically. Instead, it requires
a specific namespace when storing a memory, which gives LLMMarshal sufficient control
to enforce memory isolation without replacing the MemoryStore implementation. For NO
memory access conversations, LLMMarshal never invokes the store. For LIMITED access,
LLMMarshal stores memories in a namespace scoped to the conversation. For SCOPED ac-
cess, memories are stored in a namespace shared with the specified scope. For FULL access,
memories are stored in a namespace shared by all of the user’s FULL access conversations.
LLMMarshal handles this internally, and the app no longer interfaces with the store directly.

4.3 Middleware Implementation

LLMMarshal’s middlewares are currently implemented in Python for the Django framework,
although their high-level design is not isolated to Python or Django. The three middlewares
LLMMarshal currently offers are the MagicIDCookiesMiddleware, SessionCookiesMiddleware,
and LLMMarshalMiddleware, each described below.

The MagicIDCookiesMiddleware is only necessary for developers whose apps need to
support incognito web sessions. Incognito, or unauthenticated, means that the user provides
no identifying information (username, email) and has no way of resuming a session. Con-
figuring the MagicIDCookiesMiddleware does not restrict applications to only incognito
sessions, as the other middlewares provide support for identified, resumable sessions.
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If the developer configures the MagicIDCookiesMiddleware, after receiving a request
from the client for an incognito user, this middleware interfaces with LLMMarshal to create
or retrieve an anonymous credential, called a magic ID. LLMMarshal creates this anonymous
credential to identify an incognito user’s session, but does not expose it to the application
(nor the client), preventing conversation resumption once the Django session expires. The
MagicIDCookiesMiddleware then attaches the anonymous credential to the request object.
If the user attached to this request was not incognito, MagicIDCookiesMiddleware passes
the request as-is to SessionCookiesMiddleware.

The SessionCookiesMiddleware layer checks for a cookie describing the LLMMarshal-
specific session ID, which should be present if a session has been established. If such a
cookie is present, the middleware will attach this session ID directly to the request.

Next, LLMMarshalMiddleware retrieves or creates an llmmarshal_session object
and attaches it to the request. If the request already has an LLMMarshal-specific session ID at-
tached (from SessionCookiesMiddleware), the middleware retrieves the llmmarshal_session
object from LLMMarshal’s active sessions. If no such session ID is attached, this mid-
dleware checks if a user ID or anonymous credential has been attached to the request.
If neither are present, LLMMarshal attaches nothing to the request. If one is present,
LLMMarshalMiddleware creates a new session for this user ID or anonymous credential.

Finally, the application code receives the modified request. If LLMMarshalMiddleware
successfully attached an llmmarshal_session object to the request, the app can use this
object to call functions in the LLMMarshal library. This includes creating and editing
conversations, as well as sending and retrieving conversation messages (Appendix 8.4).

4.4 Implementation Limitations

Currently, LLMMarshal’s middlewares only support passing session information in cookies,
not request headers or other methods. Expanding this to cover other propagation methods is
a straightforward direction for future work.

A more significant limitation is that the LLMMarshal prototype only supports web
applications written in Python using the Django web framework. Extending LLMMarshal to
other frameworks such as Flask or FastAPI would require reimplementing the middleware
layer and request session hooks, but the core library logic for session and conversation
management would be reusable. LLMMarshal also currently wraps around LangChain
and LangGraph’s abstractions for agent construction and model execution. So, to use this
prototype, developers not already using LangChain must adapt their implementation to use
its model representations. Supporting applications that prefer different LLM-facing libraries
is a direction for future work, but fundamentally possible as most LLM libraries expose
similar abstractions.
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5 Application Case Studies

We ported a business management software called BloomERP to LLMMarshal, referencing
a BloomERP commit from February 2026 [8]. We describe the porting experience below.

5.1 BloomERP Background

BloomERP is an out-of-the-box web application designed to allow business managers to
customize their management of customers, products, orders, and more by defining Django
models. While one business manager must customize these models for their purpose, the
application is meant to be deployed and exposed to all employees at the company.

BloomERP supports users, authentication, and sessions through Django’s built-in mid-
dlewares. Depending on the user’s role (admin, manager, warehouse worker), a custom
BloomERP instance can expose different tools, including order management, contracts, and
other custom dashboards. Included in its suite of tools are six different LLM chatbots.

This includes bloom_ai (standard text chatbot), object_bloom_ai (bloom_ai pro-
vided with one conversation object, like the current user’s profile), code (code generation),
sql_query (sql query generation), tiny_mce_content (text generation for TinyMCE edi-
tor), and document_template (HTML generation). For example, BloomERP provides by
default an object_bloom_ai chatbot on each user profile page. In another example, if the
business sets up a custom Orders dashboard, they can add a sql_query type chatbot to this
dashboard to generate SQL queries for their orders table.

Unlike the other four, the bloom_ai and object_bloom_ai chatbot types can access the
tools PerformSqlQueryTool, GetDatabaseTablesTool, and GetApplicationRoutesTool.
These tools enable the chatbots to take actions with SQL queries to find data for the user.

5.2 LangChain Configuration in BloomERP

Figure 11 shows a typical LLM invocation in BloomERP. Without modifications, BloomERP
creates a new LangChain agent to handle every chat request, as shown on line 3. BloomERP
also attaches a completely new MemorySaver, described in Section 4.2, to every new agent.
It then passes that new agent and the conversation history (messages), which BloomERP
manually stores, to _invoke_model.

In the _invoke_model function, the BloomERP developers leave the comment "This
should be investigated in the future" before reusing a thread_id of "abc123" for all chat
requests [22]. As described in Section 2.1, thread_id in LangChain is the identifier that
scopes conversation history. All messages stored under the same thread_id are treated as
belonging to the same conversation thread. However, as mentioned, BloomERP creates a
new MemorySaver checkpointer for every chat request, shown on line 2 in Figure 11. If this
object were not recreated every time, or if BloomERP switched from an in-memory saver to
a persistent one, then sharing the same thread_id of "abc123" would share conversation
history for all conversations across all users.
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1 # Create the agent

2 memory = MemorySaver()

3 agent = create_agent(self.model, tools=[], checkpointer=memory)

4 self._invoke_model(messages, agent)

5 ...

6 def _invoke_model(self, messages, agent):

7 # This should be investigated in the future

8 config = {"configurable": {"thread_id": "abc123"}}

9
10 # Execute the agent ...

11
12 # Set invoked to True

13 self.invoked = True

14
15 # Save the conversation history

16 messages = agent.checkpointer.get(config)

17
18 # Set the conversation history

19 self.conversation_history = messages

Figure 11: BloomERP’s precarious code to invoke an LLM on a chat message.

It is possible that the BloomERP developers deliberately reused thread_id of "abc123",
knowing that LangGraph requires this thread_id but without use for it. This assumes that
the developers already decided to regenerate the MemorySaver object on every invocation.
This decision is technically privacy-preserving, but it is not the most performant choice, since
time is wasted recreating these objects.

Or, the developers might have been confused by LangChain’s APIs and misunderstood
what thread_id represents. As discussed, configuring LangChain’s MemorySaver and
MemoryStore objects in a privacy-preserving and performant way is nontrivial. If this is the
case, the developers got lucky by avoiding this privacy issue without fully understanding
their MemorySaver configuration.

So, BloomERP narrowly avoids sharing conversation history across users by simply
recreating memory resources on every chat message request. These resources are expensive,
so BloomERP’s developers have chosen ease of development and privacy over performance
(although maybe unintentionally). With LLMMarshal, however, developers can get all three.
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5.3 Requirements for BloomERP

Having established BloomERP’s narrow avoidance of privacy risks, we now describe the
requirements LLMMarshal must satisfy to replace pure LangChain in this application.

Conversation history must always be separated by conversation and user, as for any
application using LLMMarshal and the LLMMarshalSaver. Additionally, to retain the core
design of BloomERP, the application must be able to fetch all the conversation data for a
specific one of six described chat types or scopes, and no others. BloomERP also needs access
to an LLM for purposes beyond sending chats to a conversation, including auto-naming
conversations on the fifth user message. Each of these requirements was implicitly supported
by LLMMarshal at the time of porting.

However, other requirements changed the shape of LLMMarshal. For example, the
original BloomERP creates a default model with LangChain’s create_agent functionality,
which returns a compiled model, instead of defining a custom graph. To support this, LLM-
Marshal is extended with an llmmarshal_create_agent API which wraps LangChain’s
function but passes an LLMMarshalSaver as the checkpointer. Finally, the LLM called must
be enabled with tools depending on the type/scope of the query. This requirement led us to
adapt LLMMarshal to support multiple models, since BloomERP requires one model with
and one without access to tools. We could have created a model upon every invocation (and
chosen whether or not to attach tools each time) as the original BloomERP does. However,
this wastes time creating an agent on each call, when instead the agent can be safely reused.
We avoid any potential leakage that could come from reusing agents by separating users and
their conversations with LLMMarshalSaver.

5.4 LLMMarshal-enabled BloomERP

The ported BloomERP uses LLMMarshal to manage conversations and their resources. When
BloomERP initializes LLMMarshal, it passes two models from llmmarshal_create_agent,
one with access to tools (for conversations of the bloom_ai and object_bloom_ai types)
and one without access to tools. Calls to LLMMarshal’s send_chat or stream_send_chat
methods specify which model to send a query to, based on the current conversation type. Both
models are backed by the same LLMMarshalSaver. There is no risk for context or history to
bleed (or be lost) between conversations with different models because each conversation
has a unique thread_id, and each conversation will always be sent to the same one of the
two models (depending on the conversation type, which does not change).

The ported version of BloomERP configures the SessionCookiesMiddleware and
LLMMarshalMiddleware, but not MagicIDCookiesMiddleware, since it does not support
incognito sessions. This LLMMarshal-enabled version of BloomERP uses these two new
LLMMarshal middlewares together to track llmmarshal_sessions via cookies. These
llmmarshal_session objects attached to the active request allow BloomERP to create con-
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versations, load conversation history, send chats (with send_chat or stream_send_chat,
as described), and edit conversations.

Finally, BloomERP also needed access to an LLM for auto-naming, which it now uses a
one-shot LLMMarshal conversation for. This auto-naming is automatically invoked upon the
fifth user message sent to a conversation, just as in the original BloomERP.

In total, LLMMarshal supports all six of BloomERP’s chatbot types, preserves streaming,
conversation history, and auto-naming functionality, and does so with stronger session isola-
tion and without requiring BloomERP’s developers to manage these resources themselves.
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6 Evaluation

We ask the following questions to evaluate LLMMarshal:

1. Does LLMMarshal correctly isolate conversation history and memories across the
supported dimensions? (Section 6.1)

2. What effect does using LLMMarshal (instead of plain LangChain) have on application
performance? (Section 6.2)

3. How much developer effort is required to use LLMMarshal? (Section 6.3)

6.1 Privacy and Conversation Isolation

We designed LLMMarshal so that it properly isolates resources across the flexible dimensions
required by applications.

In porting BloomERP to LLMMarshal, we shifted the responsibility to manage all the
same conversational resources as the original application from the BloomERP application
to LLMMarshal. This includes conversation histories and other conversation data, and
switching to LLMMarshal introduced no privacy regressions. Isolation is enforced along
both the conversation and user dimensions, ensuring that no history or memory leaks across
sessions or users. Porting to LLMMarshal helped to address a near-privacy bug in the original
code: as shown in the code in Section 5.1, BloomERP did not use a unique thread_id when
invoking LangChain agents, so using a shared MemorySaver, or any other persistent saver,
would have bled state and history across conversations. The original application avoided this
bug only because it created a new agent and saver on every invocation. LLMMarshal makes
the correct behavior the default, removing the risk entirely.

1 # Call LLMMarshal to execute the agent

2 request.llm_session.stream_send_chat(

3 message=message,

4 convo_id=convo_id,

5 config_additions={...})

Figure 12: LLMMarshal-enabled BloomERP avoids cross-user data leakage.

Figure 12 shows how LLMMarshal removes the configuration burden of tracking the
thread_id. It also reveals how much simpler BloomERP’s code has become, now that LLM-
Marshal manages users, sessions, and conversation state. So, where the original BloomERP
manually reconstructed agent state on every request to avoid a privacy bug, the ported version
achieves correct isolation by construction, with no additional developer effort.
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6.2 Performance

We evaluated BloomERP’s end-to-end performance on the original application and the
version ported to LLMMarshal. A good result for LLMMarshal would be little overhead
added compared to the baseline of using pure LangChain directly.

The first benchmark compares performance on streaming AI chat responses. The user
sends three messages to an established conversation and the application streams the response
back to the client. This setup is CPU-only, so LLM inference is slow in both the baseline
and the LLMMarshal setting. We compared performance across the original BloomERP and
LLMMarshal-enabled BloomERP, as well as with and without tool access. When the model
has access to tools, it invokes the LangGraph’s model node, then its tool node, and then
its model node again to finalize a response. Without tools, only the graph’s model node is
invoked, resulting in lower end-to-end latency. As in Figure 13, the mean latency over 10
runs for streaming chat responses for BloomERP before and after the port to LLMMarshal is
similar, both with and without access to tools. The error bars show standard deviation.

Figure 13: Mean latency on chat requests with and without access to tools.

The next benchmark is for longer conversations, eight messages each. Since these
conversations are more than five messages long, they also invoke BloomERP’s auto-naming
logic (described in Section 5.3), which calls an LLM to name the conversation. As with
the previous benchmark, we ran this benchmark on requests with and without access to
tools. As visible in Figure 14, the per message mean latencies are comparable between the
original BloomERP and the LLMMarshal-enabled BloomERP. It is also clear that for both
applications, the mean latency over 10 runs increases as the conversation gets longer. This is
because both the original BloomERP and LLMMarshal-enabled BloomERP pass the entire
conversation history to the model on every chat invocation, so as the history gets longer,
more tokens are used, and the model responds more slowly. As discussed in Section 7, a
future improvement to LLMMarshal would be to asynchronously use an LLM to summarize
the conversation thus far or to otherwise cut down the history window.
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Figure 14: Per message mean latency on chat requests with and without access to tools.

The final benchmark aims to measure the mean latency of conversation management
requests, rather than chat requests. This includes calls for loading a conversation (including
its history), getting the full list of conversations available, and creating a new conversa-
tion. We called the load_convo endpoint on conversations with three messages each, and
get_convos after 10 conversations had been created. As in Figure 15, the mean request
latencies over 10 runs are comparable between the original BloomERP and the LLMMarshal-
enabled BloomERP for these conversation management calls. The error bars again show
standard deviation. Overall, we found that performance is similar before and after the port.

Figure 15: Mean latency on conversation management requests.

31



6.3 Developer Effort

We now qualitatively and quantitatively evaluate the developer effort required to port
BloomERP to LLMMarshal. We found that the burden was low, and was dominated by
removing and slightly reshaping code.

The original BloomERP already used LangChain, particularly the create_agentmethod,
to access agents to respond to messages. It also already used MemorySavers from LangGraph,
so generally, the application already relied on the structures from LangChain and LangGraph
that we sought to simplify with LLMMarshal. Porting BloomERP amounted to replacing
BloomERP’s repeated creation and invoking of agents with calls to LLMMarshal. To give
BloomERP access to LLMMarshal, we had to add the SessionCookiesMiddleware and
LLMMarshalMiddleware to the Django middlewares, which was a simple addition to the
Django app, demonstrated in Section 4.1. Overall, the port involved deleting many lines of
configuration and resource management code from BloomERP, since LLMMarshal manages
these responsibilities for developers.

1 class SalesConfig(AppConfig):

2 ...

3 # BEGIN NEW

4 def ready(self):

5 no_tools = BloomerpLangGraph().no_tools_agent

6 tools = BloomerpLangGraph().tools_agent

7 init_llmmarshal({"default": no_tools, "tools_agent": tools})

8
9 class BloomerpLangGraph:

10 def __init__(self):

11 self.llm = ChatOllama(model="llama3.1:8b")

12 self.tools_agent = llmmarshal_create_agent(model=self.llm,

tools=tools)

13 self.no_tools_agent = llmmarshal_create_agent(model=self.llm)

14 # END NEW

Figure 16: Integrating LLMMarshal into the Django app config.

Overall, we removed 355 lines from three files, out of a total code size of 11,723 lines
in BloomERP. We also added 107 new lines of code across four files, for a net reduction
of 248 lines, displayed in Figure 17. For example, in BloomERP’s apps.py file, we added
10 lines, which configure the models that LLMMarshal will manage. As shown in Figure
16, configuring these models and passing them to LLMMarshal is straightforward. It also
requires fewer lines of code and less effort than BloomERP’s original design, which recreated
an agent on each chat request.
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Figure 17 further breaks down the overall changes to BloomERP systematically by
file. The bottom row of the table displays the total lines of code removed from and added
to BloomERP to port the application to LLMMarshal. Overall, these changes require a
manageable engineering effort from developers, as the majority of this effort is removing
resource management and LangChain configuration code.

Figure 17: Lines of code changed when porting BloomERP to LLMMarshal.

File Name LoC
Removed

LoC
Added

Description

sales/apps.py 0 10 Added the above code to create models and pass them
when initializing LLMMarshal

core/settings.py 0 2 Added 2 new LLMMarshal middlewares
bloomerp/utils/llm.py 142 0 Removed helpers for creating and interacting with

agents and managing LLM resources, which is all
replaced by LLMMarshal

bloomerp/components/llm/llm_executor.py 109 51 Removed calls to llm.py helpers that invoke a model
to send a message, and replaced with setup for and
calls to LLMMarshal object functions

bloomerp/components/llm/ai_conversations.py 92 44 Removed LLM management, including conversation
creation and loading histories, and replaced with calls
to LLMMarshal and LLMMarshalSaver

TOTAL 355 107
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7 Discussion

Next, we discuss the limitations of LLMMarshal encountered while porting BloomERP to
use the system for LLM and resource management.

First, LLMMarshal does not currently provide automatic conversation summarization,
meaning that the full chat history is passed to the LLM on every chat request. The original
BloomERP implementation also lacks this feature, so LLMMarshal preserves the behavior
(and the latency) of the system it replaced. However, as conversations grow longer, passing
the full history increases both token consumption and response latency. A future addition to
LLMMarshal would be an optional hook where developers could specify when LLMMarshal
should create a compact summary of a chat history, before invoking the model. This would
allow LLMMarshal to improve model performance for chat requests, while still maintaining
information from earlier messages in a conversation.

Next, LLMMarshal currently does not cache conversation state. When porting BloomERP,
we replaced the repeatedly created InMemorySavers with just one LLMMarshalSaver,
which persists checkpoints to a SQLite database for session durability and isolation. On
models without tools, both approaches require one database write of conversation state per
chat request. However, on a model with tools, LLMMarshal writes three checkpoints to
the database per chat request, since the LLMMarshalSaver checkpoints the transition from
the model to the tools, the tools back to the model, and the final model output. While the
original BloomERP also must record these three checkpoints, it writes them to memory
instead, since it uses an InMemorySaver. Then, only once per chat response, it extracts
this data from the InMemorySaver into its Django SQLite database. In the evaluation of
models with tools, LLMMarshal’s extra database interactions did not add significant latency.
However, performance in the experiments was dominated by CPU-based model inference,
so further studies are required to assess overheads of extra performance on more typical
GPU-based deployments. Also, with a heavier load or with more complex models, any extra
write overhead could noticably increase latency. An in-memory cache in front of the database
could reduce this overhead and preserve the durability that LLMMarshalSaver provides.

Relatedly, LLMMarshal’s LLMMarshalSaver object supports SQLite only. SQLite works
well for development and single-server applications like BloomERP, but is not the best option
for production applications that need concurrent writes or horizontal scaling. A production-
ready version of LLMMarshal should include a LLMMarshalSaver backed by PostgreSQL,
which would allow LLMMarshal to serve as a session and conversation management layer
for a wider group of deployed applications.

Finally, as noted in Section 4.4, LLMMarshal is currently compatible only with applica-
tions written in Python that use the Django web framework and LangChain + LangGraph as
their LLM-interfacing library. BloomERP falls into this category of applications, but this
excludes many others. Extending support to additional languages, web frameworks, and
LLM orchestration backends is a natural direction for future work.
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8 Conclusion

LLMMarshal is an out-of-the-box conversation management framework for managing web-
based chatbots whose design prioritizes privacy, usability, and performance. LLMMarshal’s
core contribution is a session management layer that enforces conversation isolation and
access control by construction, removing the burden of these responsibilities from developers
entirely. At the same time, LLMMarshal still provides developers with the flexibile agent
and model orchestration features of a popular LLM library, LangChain. The evaluation
shows that LLMMarshal can swap into LangChain-based apps with reasonable developer
effort, and simplifies the app code. We also found that LLMMarshal does not add runtime
overhead compared to using just an LLM framework like LangChain. There is much room to
extend LLMMarshal to support a wider range of features, languages, and web frameworks.
Regardless, the current prototype demonstrates that an LLM-interface system can flex to fit
developer needs, while still protecting them from leaking data between users.
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Appendix

8.1 Table of Conversation Dimensions

Table 1: Description of the six converstion dimensions defined by LLMMarshal.

Dimension Options Description
Authentication True, False LLMMarshal tracks identifying information (username, email)

for authenticated users (True). Incognito users (False) have
provided no identifying information, so LLMMarshal prevents
them from resuming sessions or being in group chats.

History Storage PERSISTENT, SESSION,
ENDUSER

LLMMarshal checkpoints conversation history (the content of
conversation messages) either internally (PERSISTENT), in
the session object (SESSION), or not at all (ENDUSER).

Access to Memories FULL, SCOPED,
LIMITED, NO

LLMMarshal stores no memories at all for NO access
conversations, and places memories in a particular namespaces
depending on if the conversaton is FULL, SCOPED, or
LIMITED, as discussed in Section 4.2.

Group True, False LLMMarshal enforces privacy restrictions for group
conversations (True), including that their access to memories
cannot be FULL and that the group chat members cannot
change.

User Message Limit True, False If a user message limit is specified for a conversation (True),
LLMMarshal blocks requests to that conversation once it has
reached its limit.

Time to Live True, False If a time to live is specified for a conversation (True),
LLMMarshal expires that conversation’s history and other data
once the time to live is reached. This requires that the
conversation has PERSISTENT or SESSION history storage.

8.2 Conversation Creation Constraints

Figure 18 shows the Python Z3 code for each of the eight constraints described in Section
3.2. These constraints allow LLMMarshal to define which combinations of conversation
creation dimensions are safe and sensible, and which should be blocked. LLMMarshal only
allows developers to create conversations that abide by these constraints.

1 s.add(Implies(Not(AuthenticatedUser), Not(Group)))

2 s.add(Implies(Not(AuthenticatedUser), And(AccessVar != Full,

AccessVar != Scoped)))

3 s.add(Implies(Group, StorageVar == Persistent))

4 s.add(Implies(Group, AccessVar != Full))

5 s.add(Implies(Ttl, StorageVar != Enduser))

6 s.add(Implies(Ttl, And(AccessVar != Full, AccessVar != Scoped)))

7 s.add(Implies(StorageVar == Session, Ttl))

8 s.add(Implies(StorageVar == Enduser, AccessVar == No))

Figure 18: Python Z3 constraints for conversation creation dimensions.
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8.3 Table of Valid Conversation Dimension Combinations

Table 2: Examples for each of the 40 valid conversation dimension combinations.

Auth History
Storage

Access to
Mems

Group User Msg
Limit

TTL Example

False Persistent Limited False False False Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has no TTL or
message limit, and it only makes and accesses memories
from this convo.

False Persistent Limited False True False Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has no TTL but does
rate-limit user messages, and it only makes and accesses
memories from this convo.

True Persistent Limited False False False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL or message limit, only
makes and accesses memories within this conversation,
and does not support group chats.

True Persistent Full False False False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL or message limit, shares
memories across conversations, and does not support
group chats.

True Persistent Full False True False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL but does rate-limit user
messages, shares memories across conversations, and
does not support group chats.

False Persistent No False False False Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has no TTL or
message limit, and does not make or access any
memories.

False Persistent No False True False Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has no TTL but does
rate-limit user messages, and does not make or access any
memories.

True Persistent No False True False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL but does rate-limit user
messages, does not make or access any memories, and
does not support group chats.

True Persistent Limited False True False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL but does rate-limit user
messages, only makes or accesses memories within this
conversation, and does not support group chats.

True Persistent No False False False ChatGPT for authenticated user that persists history on
OpenAI servers, has no TTL or user message limit, does
not make or access any memories, and does not support
group chats.

True Persistent Limited False False True ChatGPT for authenticated user that persists history on
OpenAI servers, has a specified TTL but no user message
limit, only makes and accesses memories within this
conversation, and does not support group chats.

False Persistent No False False True Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has a specified TTL
but no user message limit, and does not make or access
any memories.
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Auth History
Storage

Access to
Mems

Group User Msg
Limit

TTL Example

True Persistent No False False True ChatGPT for authenticated user that persists history on
OpenAI servers, has a specified TTL but no user message
limit, does not make or access any memories, and does
not support group chats.

False Persistent Limited False False True Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has a specified TTL
but no user message limit, and only makes and accesses
memories within conversations.

False Persistent Limited False True True Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has a specified TTL
and rate-limits user messages, and only makes and
accesses memories within conversations.

False Persistent No False True True Amazon assistant chatbot for guest user that persists
history on Amazon servers for QA, has a specified TTL
and rate-limits user messages, and only makes and
accesses memories within conversations.

True Persistent Limited False True True ChatGPT for authenticated user that persists history on
OpenAI servers, has a specified TTL and rate-limits user
messages, only makes and accesses memories within this
conversation, and does not support group chats.

True Persistent No False True True ChatGPT for authenticated user that persists history on
OpenAI servers, has a specified TTL and rate-limits user
messages, only makes and accesses memories within this
conversation, and does not support group chats.

True Persistent Limited True False False Canvas chatbot that persists history on Canvas servers,
has no TTL or user message limit, only makes and
accesses memories within this conversation, and all
students are logged in and can send messages.

True Persistent No True False False Canvas chatbot that persists history on Canvas servers,
has no TTL or user message limit, does not make or
access any memories, and all students are logged in and
can send messages.

True Persistent Limited True False True Canvas chatbot that persists history on Canvas servers,
has a specified TTL but no user message limit, only
makes and accesses memories within this conversation,
and all students are logged in and can send messages.

True Persistent No True False True Canvas chatbot that persists history on Canvas servers,
has a specified TTL but no user message limit, does not
make or access any memories, and all students are logged
in and can send messages.

True Persistent Limited True True False Canvas chatbot that persists history on Canvas servers,
has no TTL but does rate-limit total student messages,
only makes and accesses memories within this
conversation, and all students are logged in and can send
messages.

True Persistent No True True False Canvas chatbot that persists history on Canvas servers,
has no TTL but does rate-limit total student messages,
does not make or access any memories, and all students
are logged in and can send messages.

True Persistent Limited True True True Canvas chatbot that persists history on Canvas servers,
has a specified TTL and also rate-limits total student
messages, only makes and accesses memories within this
conversation, and all students are logged in and can send
messages.
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Auth History
Storage

Access to
Mems

Group User Msg
Limit

TTL Example

True Persistent No True True True Canvas chatbot that persists history on Canvas servers,
has a specified TTL and also rate-limits total student
messages, does not make or access any memories, and all
students are logged in and can send messages.

False Enduser No False False False Simple chatbot on recipe website with no login that stores
history only on the user’s device, has no TTL or message
limit, and does not make or access any memories.

False Session Limited False False True Simple chatbot on recipe website with no login that stores
history in the session object and expires the history with
the session, has a specified TTL but no user message
limit, and only makes and accesses memories within this
conversation (which are inaccessible once the
conversation expires).

False Session No False False True Simple chatbot on recipe website with no login that stores
history in the session object and expires the history with
the session, has a specified TTL but no user message
limit, and does not make or access any memories.

True Enduser No False False False Individual therapy chatbot that requires a login and stores
history only on the user’s device, has no TTL or user
message limit, and does not make or access any
memories.

False Session No False True True Simple chatbot on recipe website with no login that stores
history in the session object and expires the history with
the session, has a specified TTL and also rate-limits user
messages, and does not make or access any memories.

True Session No False False True Individual therapy chatbot that requires a login and stores
history in the session object and expires history with the
session, has a specified TTL but no user message limit,
and does not make or access any memories.

True Session No False True True Individual therapy chatbot that requires a login and stores
history in the session object and expires the history with
the session, has a specified TTL and also rate-limits user
messages, and does not make or access any memories.

False Session Limited False True True Simple chatbot on recipe website with no login that stores
history in the session object and expires the history with
the session, has a specified TTL and also rate-limits user
messages, and only makes and accesses memories within
this conversation (which are inaccessible once the
conversation expires).

True Session Limited False False True Individual therapy chatbot that requires a login and stores
history in the session object and expires history with the
session, has a specified TTL but no user message limit,
and only makes and accesses memories within this
conversation (which are inaccessible once the
conversation expires).

True Session Limited False True True Individual therapy chatbot that requires a login and stores
history in the session object and expires history with the
session, has a specified TTL and also rate-limits user
messages, and only makes and accesses memories within
this conversation (which are inaccessible once the
conversation expires).
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Auth History
Storage

Access to
Mems

Group User Msg
Limit

TTL Example

True Persistent Scoped True True False Project management chatbot that requires a login and
stores history on company servers, conversations (and
their memories) are scoped based on the project, and
multiple people can work on this project and chat with the
bot together, and this tier of the service limits to only 10
queries with no TTL.

True Persistent Scoped True False False Project management chatbot that requires a login and
stores history on company servers, conversations (and
their memories) are scoped based on the project, and
multiple people can work on this project and chat with the
bot together, and this tier of the service has no user
message limit and no TTL.

True Persistent Scoped False True False Project management chatbot that requires a login and
stores history on company servers, conversations (and
their memories) are scoped based on the project, only one
person can chat with the bot at a time, and this tier of the
service limits to only 10 queries with no TTL.

True Persistent Scoped False False False Project management chatbot that requires a login and
stores history on company servers, conversations (and
their memories) are scoped based on the project, only one
person can chat with the bot at a time, and this tier of the
service has no user message limit and no TTL.
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8.4 LLMMarshal API

Table 3: Description of endpoints in the LLMMarshal API.

Endpoint Member Class Description
initialize_llmmarshal n/a Initializes the LLMMarshal object, this must be called on

application startup.
llmmarshal_create_agent n/a Creates an agent using LangChain’s create_agent API.
initialize_default_graph LLMMarshal Initializes a simple default graph, wrapping a ChatOllama

model, for the LLMMarshal instance.
create_convo Session Creates a new conversation only based on the passed

parameters.
create_message_limit_convo Session Creates a new conversation with a user message limit, and

PERSISTENT history storage and LIMITED access to
memories.

create_ephemeral_convo Session Creates a new ephemeral conversation, with SESSION history
storage and NO access to memories.

create_longterm_convo Session Creates a new long-term conversation, with PERSISTENT
history storage and LIMITED access to memories.

create_longterm_scoped_convo Session Creates a new long-term conversation with specified scope,
with PERSISTENT history storage and SCOPED access to
memories.

send_chat Session Sends a message to a conversation and returns the AI response.
stream_send_chat Session Streams a message to a conversation and yields the AI response

tokens.
get_convos Session Fetches the list of all conversation data, excluding chat history

and members, belonging to all of a user’s PERSISTENT and
SESSION conversations.

load_convo Session Fetches the data of a conversation, including chat history, but
excluding members.

load_convo_members Session Fetches the members of a conversation.
delete_convo Session Deletes a conversation (for all members).
leave_convo Session Leaves a conversation for the current user only.
edit_convo_name Session Edits the name of a conversation.
add_user_memory Session Adds a memory for a user, stored in the MemoryStore and

accessed by all FULL access to memories conversations
belonging to this user.

add_convo_memory Session Adds a memory to a conversation, stored in the MemoryStore
and accessed by other conversations belonging to this user,
depending on access to memories of this conversation.
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